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Introduction
Our research completed in May 2021 reveals that only 25% of all enterprise workloads will move to the
public cloud in the next two years, with approximately 75% staying on-premise or in privately hosted
clouds. Of these non-public cloud workloads, approximately 50% will stay on-premise (“on-prem”), where
on-premise is defined either as a data center deployed in a building owned by an enterprise or service
provider or where data center (DC) infrastructure is deployed in a colocation facility.
With digital transformation well underway and only accelerated by the pandemic, IT teams know they
must evolve their on-prem DCs to support a cloud operating model. They must deliver the same agility
and availability that their internal and external customers receive from the public cloud.
For example, 35% of IT teams have active-active on-prem DCs deployed today — this will increase to
80% in the next two years, more than doubling. The same survey found that the top 2 impediments to
achieving an active-active data center are network architecture complexity and network operational
complexity. And because of this, over 80% will deploy network overlays for network virtualization in the
next two years. Over 80% will stretch those overlays across DCs. Why? To solve this networking problem
by simplifying and improving the network with a fabric architecture, network virtualization, and network
automation to achieve active-active DCs for highly available applications, workload mobility to improve
user experience, and cloud-like agility to deliver services as quickly and easily as done in the public cloud.
By a similar token, service providers are deploying edge data centers for distributed cloud into smaller
and often unstaffed “lights out” locations. These small data centers support 5G virtualized and
containerized network functions and new low-latency edge applications. While some of the SP efforts
revolve around partnering with hyperscalers, they are also building out their own infrastructure. They
need to automate this highly distributed set of spine-leaf mini-DC deployments and, again, the network
is the challenge. While they may use different protocols and technologies than enterprises, they will also
solve this problem with fabric architectures, network virtualization, and network automation.
The core question is this: “What technologies should be used to deploy a fabric architecture, network
virtualization, and network automation to achieve active-active DCs for enterprises and distributed cloud
architectures for SPs — and what are the best approaches to reach that goal?”
We hope this eGuide will prove informative in your decision-making process.

Mike Capuano
Chief Marketing Officer
© Pluribus Networks 2021
© Pluribus Networks 2021
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Chapter 1:
Trends in Data Center Networking:
Past to Future
Data center networks are evolving to support private clouds with
the agility, efficiency and availability of a public cloud. They are moving from traditional three-tier architectures to scale-out, leaf-spine
networks with overlay network virtualization. Yet questions remain
about how to build and automate these networks across distributed
sites. This chapter reviews DC network evolution and addresses the
first question: when and how to move to disaggregated networking.

Trends in Data Center Networking: Past to Future
Data center networking has evolved substantially over the past two decades, driven by the move to
virtualized applications and cloud computing. Hyperscale cloud providers pursued radical innovation in
network architectures and operations to scale efficiently and increase agility, and many of their ideas
have filtered into the mainstream.
Today, every data center operator — from software-as-a-service (SaaS), communication service
providers, and managed service providers to enterprises operating private clouds — strives for a
similar level of agility and efficiency.

Why Data Center Networks Still Matter for Private Clouds
The current consensus is that enterprises are embracing hybrid multi-cloud strategies and running
workloads in multiple clouds, choosing the right cloud to match the requirements of each application.
While public clouds are optimal for many workloads, analysts project that the majority of workloads will
continue to run in private cloud infrastructure. Some of that infrastructure will be in enterprise-owned
(“on-premise”) data centers, while a growing share of private cloud infrastructure will be in colocated
centers, edge data centers, or managed by a hosted cloud service provider.
That means enterprises and service providers need data center networks that enable their private
clouds to operate with the agility and efficiency of a public cloud. Whether deploying in a public or
private cloud, application developers — the customers of the network operations team — are
increasingly using agile “DevOps” approaches. They need virtual machines or containers for
applications to be spun up or moved anywhere within the private cloud in seconds or minutes,
including all required networking services.
Because of this, they need the network to adapt at the speed of cloud applications, bringing the DevOps
mindset to network operations. Private cloud data center fabrics must also enable high application
availability and performance, stretching across multiple data centers and edge computing sites.
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Building Data Center Networks for Private Clouds
A few areas of consensus have developed around the best way to build data center networks for
clouds:
•

Scale-out data center architectures based on non-blocking Clos-based leaf-spine topologies and
compact, fixed-form-factor switching platforms for high performance

•

Underlay network connectivity based on Layer 3 protocols for optimal load balancing and resilience

•

Overlay network virtualization for agility and rapid network service delivery

•

Network segmentation for security

•

Granular telemetry and analytics to ensure data center network performance

However, there are many areas where there is still no consensus and network architects are faced with
multiple options and trade-offs. Questions they face include:
•

When and how should I move to disaggregated networking?

•

What’s the best way to use overlays to virtualize and segment the network?

•

How can I unify a private cloud across multiple data centers and edge sites?

•

How can I automate network operations for agility and efficiency?

•

How can I maximize visibility for performance and security?

After a brief review of data center networking basics and recent evolution, we will address the first of
those questions. In the coming chapters, we’ll tackle the rest.

Data Center Networking From Past to Present
To know where data center networking is going, it’s useful to understand where it has been.

What Is Data Center Networking?
Data centers exist to enable software applications that support a digital business. The key elements
of data center infrastructure are servers, storage, and networking. Applications need servers for
computing power and storage devices for data, and they need networks to connect to users and
other applications. Here’s the simplest definition of data center infrastructure:

Data Center Infrastructure = Computing + Storage + Networking
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As rackable servers replaced larger mainframes and mini-computers, a hierarchical three-tier data
center network architecture evolved (see figure below). Each server in a rack connects via Ethernet
cables to an access switch, usually in the same rack and sometimes called a “top of rack” (TOR) switch.
For high availability, servers may have two network interface cards (NICs) connecting to two redundant
access switches, sometimes referred to as a switch cluster.
The access switches connect to aggregation switches; they in turn connect to the data center core
switches, which connect to users outside the data center via enterprise-wide area networks (WANs)
and/or the public internet.
Note that the figure below focuses on the internal data center network architecture and does not depict
all of the networking equipment that may be deployed at the edge of the data center, where NorthSouth traffic enters and leaves to the outside world. Typical data center edge equipment includes edge
or “gateway” routers for connection to the public internet. It also includes network security devices such
as firewalls to block unwanted traffic.
Additional devices intended to optimize application performance such as load balancers and
application delivery controllers may also be deployed at the data center edge.

In the three-tier network architecture, the aggregation and core switches are typically expensive
chassis-based switches with multiple line cards. Traffic is assumed to flow with reasonable
predictability between users connected to the networks at the top of the diagram (aka “North”) and
applications at the bottom (aka “South”), which is why we say this architecture is optimized for
North-South traffic.
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The expensive aggregation and core layers were often heavily over-subscribed to control costs, with far
fewer links and switch ports than would be required if all servers were simultaneously transmitting at
the full rate of their network uplinks.

North-South vs. East-West Data Center Network Traffic
Unfortunately, this architecture has many drawbacks that make it unsuitable to current cloud-driven
data center requirements. Server virtualization and containerization have given rise to a much more
dynamic environment where applications are no longer monolithic nor tied to specific servers.
Applications can be componentized, with parts of the application running in different servers or even
different data center locations. Workloads can be moved or scaled on demand, and developers can
build their applications for rapid iteration and deployment.
One result of this trend is a dramatic increase in traffic between servers in the same data center.
Visualizing such traffic as connecting the servers on the right and left of a data center diagram, we
refer to this traffic as East-West. Data center network architecture needed a fundamental change to
deal with the rise in East-West traffic.

Leaf-Spine Data Center Fabrics
The answer was Clos-based leaf-and-spine architectures such as the one shown in the figure below.
This architecture is often referred to as a data center fabric because of the rich interconnection links.
The top-of-rack switches — now referred to as leaf switches — are redundantly connected to multiple
spine switches with sufficient uplink capacity to create a non-blocking architecture (in practice, many
leaf-spine networks are engineered with a small amount of over-subscription — for example, 1.2:1.)
As a result, any leaf can reliably connect to any other leaf with a single hop and predictable latency, and
without concern for congestion and packet loss. This enables greater capacity for East-West traffic and
reduces or eliminates the need for link-by-link capacity engineering within the data center fabric.
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Non-blocking leaf-spine architectures not only reduced the challenge of traffic engineering and
congestion management, but they also enabled several powerful new ideas:
•

Scale-out architectures: Capacity in a scale-out IP fabric is increased by adding nodes in the
network, not by increasing the capacity of an existing node. This is based on the same principles
of moving from a mainframe to rackable servers, enabling incremental capacity scaling by adding
servers. It allows for use of compact, fixed-form-factor switches based on commodity switching
chips from vendors such as Broadcom. These can take both leaf and spine roles.
In reality, these ideas evolved in tandem: the availability of low-cost high-performance commodity
switching made non-blocking leaf-spine architectures economically viable, and adoption of those
architectures, especially by hyperscale cloud providers, spurred rapid growth in commodity
switching, with further increases in economies of scale translating into even lower cost.

•

Robust L3 underlay networks: The simplicity of the leaf-spine architecture and the ability to
configure virtualized Layer 2 or Layer 3 overlay services enable the underlay network to be built
using simple, scalable, and resilient Layer 3 protocols such as BGP. Techniques such as BGP
Unnumbered make this approach manageable in large-scale data center fabrics.

•

Overlay network virtualization: To achieve cloud-like agility, the network needs to be virtualized
so connections between endpoints can be defined in software and abstracted from the physical
network. The good news is that when every leaf is equally connected to every other leaf without
capacity constraints, these dynamic virtual connections can be created between two endpoints
without considering the capacity or topology of the underlying data center network. These virtual
connections, created by encapsulating and tunneling traffic across the fabric using protocols such
as VXLAN, can emulate direct Layer 2 connectivity or routed Layer 3 connectivity regardless of the
underlying network technology or topology. We will address this further in our next chapter.

The result is a widely accepted framework combining a scale-out L3 leaf-spine underlay with a VXLAN
overlay, as depicted in the figure below.

© Pluribus Networks 2021

9

Data Center Networking Challenges: Getting From the Present to
the Future
While the consensus is clear that data center networks for private clouds should be built with scale-out
leaf-spine architectures, robust L3 underlays, and some form of overlay network virtualization, there is
less consensus about several other choices facing data center network architects.
In this chapter, we will address the first of the open questions and challenges facing network architects:
when and how to move to disaggregated networking.

What Is Disaggregated Networking and Why Is It More Cost-Effective?
Disaggregated networking refers to the separation of networking hardware and software. This is also
sometimes referred to as “open networking” because the interface to the networking hardware is
published and open for any compatible software network operating system (NOS) to run on the box
and create a complete networking solution. In many cases, that open interface conforms to industry
standards such as the open network install environment (ONIE). Open network switching hardware is
also referred to as “white-box” or “bare-metal” switching.

Disaggregated networking is highly attractive for several reasons. Innovation in both hardware and
software layers is accelerated. Disaggregated hardware is built with the same commodity-switching
silicon driven by the hyperscale cloud providers, resulting in superior price-performance versus closed,
proprietary hardware from traditional vendors. Best-of-breed hardware and software products can be
chosen to optimize for performance and cost. And network operators reduce their reliance on a
particular integrated networking vendor, often referred to as vendor “lock-in.”
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Based on these advantages, open disaggregated networking is the fastest-growing segment of data
center networking with a robust vendor ecosystem. Some of the largest providers of disaggregated
switching hardware for data center networks are Edgecore, Dell Technologies, and Celestica.
The ecosystem of NOS software providers is also strong but evolving. NOS providers can leverage and
contribute to robust open-source networking software such as FRRourting (FRR) and then add
innovative features and capabilities to create differentiated solutions for different customers and
markets.
Some independent NOS providers such as Cumulus and Big Switch Networks have been acquired by
integrated networking companies, while other NOS providers including Pluribus Networks continue to
grow independently. Newer open source NOS options, such as SONiC, are starting to mature for
non-hyperscale deployments and are gaining industry interest.

How and When To Adopt Disaggregated Data Center Networking
Given the clear benefits, many data center operators would like to adopt disaggregated networking —
but they face some important choices about how and when to do so. Disaggregated networking must
be deployed as part of an overall data center networking strategy, including overlay network
virtualization, multi-site data center interconnection and unification, network automation, and
network visibility. Putting all of those pieces together can be daunting.
Some data center operators with large internal network engineering teams capable of do-it-yourself
integration and programming may embrace open-source SONiC as their OS of choice and BGP EVPN
as a standards-based overlay technology. They’ll then create their own network automation
environment (for example, using custom Python scripting) to deal with the complex challenge of
provisioning underlay and overlay networks as well as scaling network operations across multiple
data centers.
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For the majority of data center operators, that DIY approach is difficult at best — maybe impossible.
These operators will look to software and solution providers who can provide pre-integrated solutions
built on the foundation of disaggregated networking in order to build robust underlay and overlay
networks, unify their private clouds across multiple sites, and achieve their network automation and
visibility goals.
As you can see, data center operators must consider how disaggregated networking fits into a
complete data center network architecture that aligns with their private cloud requirements and
their capabilities. To do so, they must address these other open questions and challenges:
•

What’s the best way to use overlays to virtualize and segment the network?

•

How can I unify a private cloud across multiple data centers and edge sites?

•

How can I automate network operations for agility and efficiency?

•

How can I maximize visibility for performance and security?

In the coming chapters, we’ll dig deeper into each of these questions.
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Chapter 2:
What To Know About Data Center
Overlay Networks
According to EMA Research over 80% of enterprises plan to deploy
network overlays in order to virtualize their data center networks
in order to achieve the agility and availability needed to deliver a
cloud-like experience on prem. This chapter provides an overview
of various control plane and architectural approaches to deploying
network overlays.

What To Know About Data Center Overlay Networks
Overlay Networks are not new by any means, but they are becoming more and more mainstream
across multiple places-in-the-network (PINs). While not the primary subject of this chapter, one form of
overlay network that has become popular over the last few years is SD-WAN.
SD-WAN focuses on branch and home office connectivity. IPSec tunnels are created over a Layer 3
physical underlay network such as broadband cable, fiber-to-the-home, or dedicated internet access
circuits. They’re then tunneled across an IP or MPLS backbone. This overlay approach facilitates a
homogeneous network that can be automated via SDN over a heterogeneous underlay with improved
scalability, application layer visibility, reliability, and manageability.
We have seen a similar networking trend inside single data centers and across multi-site data centers
— overlays have continued to grow in importance and traction to support the network scale and agility
required by private cloud.

Data Center Overlays
The data center overlay networks of today typically provide a fully meshed fabric of VXLAN tunnels
across a Layer 3 IP underlay providing network virtualization — a homogeneous logical network defined
in software and abstracted from the physical hardware of the underlay.
This virtual network overlay can be deployed inside a single data center or across multiple data
centers to provide dramatically increased scale and agility, including automation via software-defined
networking (SDN). With a logical virtualized overlay, network services can now be deployed in minutes
instead of the days or weeks typically required when network services are deployed from the underlay.
The problem is that frequent reconfiguration of the underlay is not only time consuming and slow, but
can be precarious, with the risk of creating performance issues or even network outages due to human
error.
The bottom line: the data center network overlay enables the network operations (NetOps) team to
move at the speed of cloud by delivering reliable and high-performance Layer 2 and Layer 3 network
services in minutes to support their internal developer operations (DevOps) customers while
maintaining a scalable and resilient data center underlay with robust uptime.
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What Is a Data Center Overlay Network and Network Virtualization?
Data center overlays are a bit more complex than the SD-WAN example given earlier because they need
to support sophisticated Layer 2 as well as Layer 3 network services. Layer 2 is needed across multiple
racks and also across geographically distributed DC sites because there are numerous use cases and
applications that require (or prefer) a Layer 2 adjacency.
For example, it makes it easier for workload mobility (e.g. vMotion) where the IP address of the
workload stays consistent and keeps the same default gateway as it moves from site to site. Stretched
Layer 2 is also the best solution for deploying active-active hyper-converged infrastructure (HCI) which
often relies on the vSAN protocol. It performs best over Layer 2 and there are numerous other
examples.
We’ve already discussed in the previous chapter why a Layer 3 underlay is the most scalable and that
a Layer 2 underlay topology is non-tenable in a single DC — and it only gets worse across multiple DCs.
Thus, an overlay running over a Layer 3 underlay is the best way to support a combination of Layer 2
and Layer 3 services across multiple sites.
Data center overlay networks support virtualization by creating a logical network defined in software
using tunneling protocols like VXLAN or GENEVE. Since VXLAN is the predominantly used overlay data
plane tunneling protocol in data center networks, let’s focus on that.
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VXLAN is designed to tunnel over an IP-based network underlay and transport various Layer 2 and
Layer 3 network services. As described in the previous chapter, the industry best practice is a Clos
fabric underlay using Layer 3 BGP with BGP unnumbered. It provides physical connectivity with
non-blocking performance, ECPM-based multi-pathing for load-balancing, high availability, and
single-hop predictable latency between any two leaf switches to ensure consistent performance.
Once the underlay is established, the VXLAN tunnels are typically set up on top of it in a mesh from
every leaf switch to every other leaf switch. This creates an overlay fabric and provides a single hop in
the logical network among all the leaf switches.
This approach offers a major simplification in provisioning network services for East-West traffic within
the private cloud. This is because these services have to be configured only on the leaf switches, which
can be done independently from the rest of the underlay network (the two leaf switches could literally
be on either side of the world). The VXLAN tunnels are initiated and terminated on the leaf switches,
acting as tunnel termination endpoints (also referred to as “virtual tunnel end points” or VTEPs) where
the network traffic is encapsulated or decapsulated at wirespeed by the switching chip. These VTEPs
can also be deployed on each and every server as an alternative approach which we refer to as
“compute-based” or “host-based” — we’ll talk more about that later in the chapter.

The overlay then becomes the network service delivery mechanism. Since it is defined and managed in
software, it is highly agile. If implemented properly, it can deliver consistent services across the entire
fabric in minutes, if not seconds. One important benefit of this approach is that it allows the underlay
to be configured simply with a focus on scale and stability — without the need to make numerous
configuration changes to the underlay, we can avoid human errors and increase network
performance and uptime.
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The capabilities of overlays have grown substantially over time; they can now provide a full suite of
Layer 2 and Layer 3 network services. For Layer 2, this still includes the very valuable feature of
stretching VLANs for workload mobility and for supporting protocols like vSAN used for storage and
hyper-converged infrastructure (HCI) deployments. However, it now also includes more sophisticated
services such as Q-in-Q and Bridge domains to support more complex architectures and scale
multi-tenant environments well beyond the 4,096 traditional VLANs to over 16 million VLANs.
Layer 3 services leverage distributed routing with anycast gateways. This means routing happens
locally on every leaf switch, avoiding inefficient hair-pinning. The Layer 3 services include distributed
VRFs for IPv4/IPv6 unicast and multicast routing, policy-based routing, inter-subnet route leaking, and
other advanced Layer 3 services.
Overlays also support network segmentation, load balancing, security policies like ACLs, and much
more. The power of the overlay fabric is that, depending on the implementation, it can offer a central
policy engine or SDN control capability. With one or two commands, it can deploy a Layer 2 or Layer 3
service across the entire fabric, speeding the time to deploy services, dramatically trimming the amount
of configuration work, increasing agility, and reducing human error.

Approaches to Data Center Overlay Network
Overlay networks can be instantiated in many different ways. As discussed above, there are
switch-based overlays and compute-based overlays (also known as host-based overlays), each
with advantages and disadvantages.

Compute-Based Overlays
Compute based overlays terminate the VXLAN tunnel in the Open vSwitch contained in the virtual
machine on every host server. The vSwitch running the functions of the VTEP, encapsulates traffic
coming from the VMs before they go out to physical switches.
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Since the VxLAN encapsulation is happening at the host, the rest of the network infrastructure only
sees IP traffic. One of the main advantages of compute-based overlays is that they can perform very
fine-grained micro-segmentation, including between VMs in a single host with no need to travel to the
top-of-rack switch.
However, they have a number of disadvantages.
1. They can be very expensive because the typical licensing model requires a multi-thousand dollar
license per server, along with multiple additional external hardware elements and software licenses
for gateways and controllers.
2. Some of these solutions cannot aggregate devices that are non-virtualized, including bare metal
servers, IoT gateways, and access and aggregation switches that need to feed into a segmented
data center.
3. This is an overlay-only solution, and it is up to the NetOps team to figure out how to integrate this
with the underlay — often a swivel chair exercise with two different management consoles.
4. Finally, compute-based overlays typically consume significant CPU cycles on the host to process
packets, stealing those cycles from the applications that the network is built to support.
This latter issue is one of the reasons for the rise of SmartNICs containing dedicated packet
processing and CPUs in order to offload the host and solve this problem. SmartNICs have
implications both for compute-based and switch-based overlays but are out of scope for this guide.
Compute-based overlays all offer software-defined networking (SDN) control planes requiring external
SDN controllers.

Switch-Based Overlays
Advantages of switch-based overlays are that they require many fewer licenses — there are typically
20 or more servers or so per switch — and thus this approach is typically much more cost-effective.
Furthermore, the VTEPs are hardware-accelerated by the dedicated switching chip in the switch and
therefore can operate at wirespeed with absolutely no tax on host CPUs. The switches can aggregate
any device, whether it is virtualized or not, into the overlay. This enables, for example, the ability to
aggregate IoT data from non-virtualized IoT gateways into a separate segment so it is isolated from
corporate data, thus reducing the attack surface for the enterprise.
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Finally, depending on implementation, switch-based solutions can unify the management of underlay
and overlay networks, presenting a single management console that can be used to automate the
management of the underlay and overlay network. This is typically dependent on the control plane
approach and whether or not SDN is used for the control plane, which we’ll discuss in the next section.

Approach

Disaggregated/Open
Networking

Vertically Integrated

Pros/Cons

Switch-Based Overlay
Tunnels terminate on
switch

OS10, Pluribus,
IP Infusion, SONIC

Cisco NXOS, Juniper,
Arista,
Cumulus/Mellanox/
Nvidia

Pro: No per-CPU or
per-host licenses;
hardware-accelerated
VTEPs; no CPU tax on
host; can aggregate
non-virtualized devices
into overlay; integrated
underlay and overlay for
single pane of glass

Compute-Based
Overlay
Tunnels terminate on
host

VMware NSX, Juniper
Contrail, Nokia Nuage

Con: No segmentation
for VMs residing on
same host or traffic
must travel to leaf
switch at top of rack
Pro: Network
segmentation for VMs
on same host
Con: Per-host licensing,
difficult/expensive to
aggregate non-server
based devices into
network segments (e.g.
IoT GW), significant
integration complexity,
requires separate
management of
underlay, CPU tax
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The one disadvantage for many switch-based overlays is the inability to provide segmentation for VMs
running on the same host. Switch-based overlays can provide a comprehensive segmentation for the
entire data center, including micro-segmentation, but if two VMs or containers are on the same host,
moving traffic into a different segment or keeping traffic in the same segment requires the traffic to
travel to the leaf switch at the top-of-rack.
Switch-based overlay control planes can be protocol-based, leveraging BGP EVPN, or offer an SDN control plane — two very different approaches.

Understanding Control Plane Implications for Data Center Overlay
Networks
The term “control plane” refers to how messages are exchanged among networking devices to determine where endpoints (e.g. containers, VMs, bare metal databases) are located, and define the set of
policies to forward and secure the overlay communications among these endpoints. Control planes
achieve this by populating forwarding tables at Layer 2 (MAC address) or Layer 3 (IPv4/IPv6 addresses)
at each hop of the network (in each switch, router, or compute node endpoint in some cases).
As mentioned above, all compute-based overlays offer an SDN control plane. However, switch-based
implementations have taken two different approaches here — BGP EVPN and SDN.

BGP EVPN requires box-by-box configuration and potentially hundreds lines
of CLI for every new network service. SDN programs a new service across the
fabric with one or two commands.

BGP EVPN is a standard, multi-vendor protocol-based overlay control plane which leverages the
well-proven internet-scale BGP protocol — virtually every networking vendor supports BGP EVPN (including Pluribus Networks) as the control plane to manage the overlay fabric and its associated network services. The challenge with BGP EVPN, though, is that it is a heavy protocol in terms of configuration requirements.
With BGP EVPN, there are numerous commands that must be programmed into each switch in order
to deploy a single service. In the figure below, you can see that deploying a single VRF for a new tenant
in a 32-switch fabric requires 832 commands. For a 256-switch fabric, this would be over 5,000 commands. Scripting tools like Python and Ansible can help automate some of this, but they are still extremely complex, difficult-to-version-control scripts and the NetOps team still needs to know BGP EVPN
fairly intimately.
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Alternatively, third-party automation solutions can be purchased and deployed, but this brings in additional expense and complexity. Also, third-party solutions will always fall out of sync as the vendor
providing the networking solution continues to enhance their solution and release new versions of
code. Here again, if the third-party tool is not supporting a particular feature, the NetOps team will need
to know BGP EVPN fairly intimately in order to configure new features on each switch directly.

As you can see in the figure above, there is another approach that uses an SDN control plane for
integrated automation of the underlay and the overlay. This approach has the benefit of building the
control plane into the networking solution — this radically simplifies the deployment and operation of
the data center fabric without the complexity of traditional networking protocols.
In the case of the Pluribus’ Unified Cloud Fabric SDN control plane, the operator only deals with logical
network objects (e.g. VLANs, VRFs, subnets, etc.) and uses a simple and intuitive API to create, modify,
and delete these objects with a single command across all the nodes of the fabric. No protocol
configuration is required by the end-user.
For example, the steps to deploy a VRF for a customer across an entire 32-switch fabric require that
two CLI commands are issued onto any single switch in the fabric with the qualifier “scope fabric.” The
SDN control plane of the fabric takes care of configuring all of the switches. These two commands
can be issued via CLI, programmed via a REST API for an infrastructure as code approach, or
executed through the Pluribus UNUM graphical user interface. For the 256-switch fabric requiring
over 5,000 commands in BGP EVPN for a new service, Pluribus still only requires the same two
commands for the entire fabric!

© Pluribus Networks 2021

21

Since this automation is built into network operating system software running on the switches, the SDN
overlay automation is fully integrated with the underlying features of the network operating system that
provides both the underlay and overlay functionalities right out of the box. This makes the solution easy to
deploy on Day 0 — the NetOps team does not need to know every knob in BGP EVPN to support
deployment.
An SDN approach also integrates the automation of both the underlay and the overlay, further simplifying
network operations for Day 1, 2, and n. This of course means the NetOps team can spend their time
delivering services at the speed of cloud and focusing their time on strategic initiatives to align with the
business instead of configuring tens or even hundreds of switches in their data centers.

Approach

Disaggregated/Open
Networking

Vertically Integrated

Pros/Cons

Switch-Based Overlay,
BGP/EVPN Control
Plane

OS10

Cisco NXOS, Juniper,
Arista,
Cumulus/Mellanox/
Nvidia

Pro: No need to pay for
SDN functionality

Tunnels terminate on
switch

Pluribus
IP Infusion
SONiC
(not available yet)

Switch-Based Overlay,
SDN Control Plane

Pluribus Networks
(controller-less)

Cisco ACI
(controller-based)

Tunnels terminate on
switch

Con: Requires a well-resourced IT team for boxby-box configs, scripting,
programming (opex);
may incur expenses for
external automation solutions which can struggle
to stay synched with
each vendor’s solution.
Pro: Radically simplifies
NetOps; integrates underlay and overlay; works
out of the box with little
integration.
Con: SDN control plane is
not free. Controller-based
solutions can be very expensive due to hardware
dependencies & external
controller costs.
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Pluribus is focused on full standards compliance and we provide our customers multiple solutions to
deploy network fabrics.
1. Use standards based BGP EVPN to deploy and manage the fabric
2. Use the highly automated Unified Cloud Fabric SDN solution
3. Use the Unified Cloud Fabric and interoperate with other third-party BGP EVPN fabrics for
brownfield insertion

Overlays Across Geo-Distributed Data Centers
Overlays can be extremely powerful to stretch private cloud services across geo-distributed sites. This
can support a disaster recovery scenario where one can have a prime data center and then a hot
standby data center which only requires the NetOps team to change the advertised IP address to the
firewall in the standby data center to quickly failover. No other network configuration needs to be done
and no other IP addresses need to be changed, so this can be done in minutes — dramatically speeding
up failover.
Alternately, active-active data center architectures can be deployed to deliver instant failover as well
as data center resource-sharing to optimize infrastructure costs. Furthermore, with the move to deploy
data centers into more distributed colocation facilities and into smaller edge data center sites, an
overlay fabric can facilitate workload mobility for migration purposes, to improve the end-user
experience, or to handle spikes in demand.
However, extending switch-based overlays using a BGP EVPN control plane across geographically
separated data centers can be very complex. SDN can simplify the deployment and management of
overlays across sites, but the cost of the SDN implementation must be examined carefully. If it is a
controller-based SDN solution, it will typically require three SDN controllers at every site as well as three
multi-site directors (controller of controllers) to stitch together the geo-distributed overlay.
This can be complex, costly, and consume unnecessary space and power — which becomes more
significant as the data centers sites become smaller and more space and power-constrained. A
controller-less, distributed SDN approach is much more cost-effective and elegant when it comes to
stretching the overlay across two or more data centers. You can read a bit more in this blog:
Perspective: Controller vs Controllerless SDN Solutions.
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Ultimately, the decision on how to deploy the overlay is multi-variable and there are numerous
solutions. Compute-based or switch-based? BGP EVPN or SDN control plane? Controller-based SDN or
controller-less SDN? If the right choices are made, it is possible to radically simplify data center network
operations, improve security, accommodate shifts in demand, make the on-prem data center more
resilient, and most importantly, increase service delivery agility and speed to deliver services to the
DevOps team.
In the next chapter, we will take a deeper dive into various automation approaches, including scripting,
Ansible, external automation solutions, and SDN.
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Chapter 3:
Understanding Various
Approaches to Data Center
Network Automation
Network automation is a method of using software to automate the
many box-by-box network configuration tasks required to provision
and manage data center network services. This chapter covers
popular approaches to network automation such as Python
scripting, Ansible and more.

Understanding Various Approaches to Data Center
Network Automation
The goal of this chapter is to take a deeper look at data center network automation, including the
underlay and overlay networks. As it turns out, the control plane will continue to play a role in the
automation discussion.
The fundamental goals of data center network automation are to:
•

Increase agility to speed service delivery to internal and external customers

•

Reduce human error and increase uptime and application availability

•

Improve security with consistent policy deployment and enforcement

•

Free the network operations (NetOps) team from highly manual and repetitive box-by-box tasks

There is no question that networking is the most challenging leg of the compute, storage, and network
triad when it comes to virtualization and automation. The complexity of networking and the risk of
taking down one or more server clusters, data center pods or even entire data centers has been so high
that rigid processes have been put in place to focus on uptime versus service agility. The chart below is
based on an analysis of major outages from 2016 to 2018 by the Uptime Institute, a subsidiary of 451
Research, which shows that networking is responsible for 25% of all major data center outages.

With the rise of public cloud, IT teams have realized that they need their on-premises data centers to
operate with the same level of agility and speed-to-service of the public clouds. Thus, a software
defined data center where compute, storage, and networking are virtualized, automated, and
orchestrated to deliver a private cloud is imperative.
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What Is Network Automation and Specifically Data Center Network
Automation?
Network automation is a method of using software to automate the many tasks required to provision
(Day 0) and manage (Day 1, Day 2) network services in order to increase speed to service, continuously
maximize network efficiency, improve network visibility, and reduce the manual workload on NetOps
teams. Data center network automation is often used in conjunction with network virtualization.
As we talked about in the first chapter, modern data centers are typically deployed in leaf-spine
topology which provides a 3-stage CLOS fabric. Every leaf switch has a single hop to every other leaf
switch for consistent bandwidth and performance to support the increasing amount of
server-to-server (app-to-app) traffic (also known as East-West traffic). This fabric can be an underlay
only or it can include an overlay as well, where a logical set of VXLAN tunnels can be deployed on top
of an IP underlay to provide a virtualized data center fabric. These fabrics can range in size from 4-leaf
and 2-spine switches to hundreds of leaf switches and multiple spine switches.
Every time a new service needs to be deployed across the entire fabric, each of these switches
requires a configuration change. A modern network automation platform can achieve these goals by
automating networking functions across the entire fabric. It can deploy new network security policies
or new network services such as VLANs or subnets or virtual router forwarding tables (VRFs).

Approaches to Network Automation
There are different categories of data center automation that will be examined in this chapter:

Category

Examples

General Linux-based scripting languages
Infrastructure automation frameworks
Third-party external automation solutions
Vendor-based external management solutions

Python, Bash/Shell, Perl, Ruby
Ansible, Puppet, Chef, Saltstack
Apstra, SolarWinds, Gluware
Cisco Prime, Arista CloudVision, Aruba Fabric
Composer, Dell Smart Fabric Director
Software-defined networking (SDN) for DC fabrics Cisco ACI, Pluribus Unified Cloud Fabric, VMware NSX*
*NSX is a control plane for the overlay only, whereas Cisco ACI and Pluribus ACF provide
control plane automation for the underlay and overlay.
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Linux-Based Scripting Tools
The traditional method of operating a network has been to perform configuration tasks by logging into
each switch, using the CLI, and typing in or cutting and pasting a text-based configuration file.
The automation approach to improve this has been to develop scripts that can deploy these updates
via CLI or into an API (such as a RESTful API) to execute changes across multiple switches. This
automation still happens switch-by-switch but the script is set up to execute across multiple switches
in sequence. The idea behind using Linux-based scripting languages is that IT teams have been
automating the deployment of multiple servers using Linux-based scripting tools for years — this
skill set can be leveraged.
There are a number of Linux-based languages that can be used to execute this scripting such as
Python, Bash/Shell, Perl, Ruby, and a number of others. Python has become the go-to programming
language for network automation. Its popularity is the result of a snowball effect in that Python caught
on early as a programming language for network automation, has a reputation for being easy to learn,
and can claim more and more network automation script libraries.
For example, these two projects have helped automate config management and both are
Python-based: NAPALM and Netmiko. The bottom line? Most scripting for network automation is
done using Python.

One of the challenges of scripting is script sprawl, version control issues,
unauthorized resources building and deploying scripts and a lack of transparency across the IT team.

Automation Frameworks
One of the challenges of scripting is that teams can run into script sprawl, version control issues,
unauthorized resources building and deploying scripts, and a lack of transparency across the IT team.
This has resulted in the rise of automation frameworks to help manage scripts. Automation framework
software products can consolidate network tasks into prepackaged programs that can be selected,
scheduled, and executed from the app’s front end and include role-based access and version control.
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The Linux tools with the most buzz have historically been Ansible, Puppet, Chef, and Saltstack. All of
these tools have their roots in server automation. Similar to scripting, the driver behind this approach in
all cases is the thinking that if the IT team is provisioning hundreds of servers with one of these tools,
then it sure would be nice to extend those tools to provide tens of data center switches.
Puppet and Chef
Puppet and Chef received a lot of buzz, primarily due to vendor marketing. However, both are very
feature-limited. For example, Puppet only manages switch interfaces and VLANs and has no support
for virtualized overlays. Additionally, the challenge with Puppet and Chef is that they require an agent to
be deployed on the target device. They depend on Ruby, which has not seen a lot of traction for
NetOps. That is fine for a server, but maybe not so easy or sensible on a data center switch — Puppet
and Chef are neither event-driven nor data-driven. The bottom line is that Puppet and Chef never
became mainstream for network automation.
SaltStack
SaltStack or “Salt” is another open-source automation tool that has been predominantly used for server
automation. In fact, it had no network automation features before 2016, so it’s a more recent addition to
the spectrum of tools available.
Salt is also agent-based, so it has the same issues as Puppet and Chef. To address this proxy, minions
were developed that enable Salt to control devices that cannot run the standard Salt-Minion agent.
Proxy Minions are not out-of-the-box features and if your network device is non-standard, you might
have to write your own interface using Ruby. Salt has a few evangelists such as Cloudflare but has not
been widely adopted.
Ansible
Ansible is an open-source configuration management automation framework platform originally
developed in 2012 because of the perceived inadequacies of the leading tools such as Chef and
Puppet. It was purchased by Red Hat in October 2015.

Python as a scripting language and Ansible as an automation framework are
the most widely used scripting automation approaches.
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Since Python libraries are more common than Ruby, Ansible’s creators developed the framework in
Python. They also enabled Ansible modules to work over JSON so playbooks can be written in any
programming language. Ansible is almost unique among automation framework tools in using an
agentless architecture. Instead, it only relies on the tried and tested SSH to deploy modules to all nodes.
Of all of the Linux-based server-oriented tools, Ansible has gained the most traction for network
automation. Many NetOps teams use Ansible to administer and automate network operations across
a wide variety of platforms.
Ansible operates by running a playbook which is a blueprint of automation tasks — a series of IT
actions executed with limited or no human involvement. Ansible playbooks are executed on a set,
group, or classification of hosts or devices, which together make up an Ansible inventory. Ansible
modules are essentially frameworks, which are prewritten code developers can use ad-hoc or as
a starting template.
In addition to Ansible, there is Ansible Tower. The Ansible team describes this as “the easy-to-use UI
and dashboard and REST API for Ansible. Centralize your Ansible infrastructure from a modern UI,
featuring role-based access control, job scheduling, and graphical inventory management. Tower’s
REST API and CLI make it easy to embed Tower into existing tools and processes. Tower now includes
real-time output of playbook runs, an all-new dashboard, and expanded out-of-the-box cloud support.”
Pluribus is fairly pragmatic when we build new features and capabilities. With the market traction of
Ansible for network automation and input from customers, we have built a meaningful set of Ansible
playbooks. What is great about this combination is that customers already benefit tremendously from
the native fabric-wide automation provided by the Pluribus Unified Cloud Fabric. However, many
customers asked us to implement Ansible as an additional layer of automation so it could mesh in with
their overall IT automation framework.
Our TME team has created a short but educational video that covers how to use Ansible to automate
Pluribus Netvisor ONE and the Unified Cloud Fabric software using CLI. Since that video was recorded,
we have continued to build modules that can be found on Github. We have also enabled the Pluribus
UNUM management platform to be used as an Ansible tower to launch custom playbooks
to automate any specific configuration workflow. As pioneers in SDN, Pluribus understands the
importance of simple IT automation, and that’s why we support Ansible.
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Ultimately, it is important for NetOps teams to understand the difference between automating a data
center fabric with an SDN control plane versus one with a box-by-box protocol-based control plane.
Automating protocol-based solutions can require extensive scripting, and even with an automation
framework tool like Ansible, it can be a heavy lift. It also requires the allocation of NetOps resources to
continuously update scripts as new features and capabilities are released in the underlying network
operating systems. This is quite different from SDN-automation that is built into the network OS itself,
as will be discussed in the next chapter.
On a related note, it can be hard for network teams making purchasing decisions to cut through the
marketing noise around network automation to understand the real capabilities and value of
automation solutions that are offered. For example, Cumulus Networks did extensive marketing
around network automation using Linux-based tools like Puppet and Chef to achieve DevOps like
agility and speed — which sounds pretty good, doesn’t it? But at the end of the day, they are just telling
IT teams to build their own automation scripts. This often resulted in Cumulus also selling professional
services to implement the scripting for their customers adding 30% or more to the overall cost of the
initial purchase. Furthermore, this leaves the NetOps team in a position where they either still need to
deeply understand the scripting or buy pro services from the vendor every time new scripts are needed.

Third-Party Multi-Vendor External Automation Solutions
There are a number of third-party multi-vendor external automation offerings in the market, including
Apstra, Solar Winds, Gluware, and many more. Apstra seemed to have received the most marketing
buzz over the last couple of years with a marketing message around intent-based networking. In the
last chapter, we talked in detail about BGP EVPN network overlay fabrics and what a heavy lift this
protocol-based fabric is to manage, especially across more than one site.

© Pluribus Networks 2021

31

One of the key value propositions of Apstra was its ability to automate BGP EVPN fabrics. Apstra was
recently acquired by Juniper Networks, so it will now move into the category of vendor-oriented external
management and automation.
There are a number of benefits but also some fundamental challenges with external automation.
Benefits:
•

Multi-vendor: if you are looking to automate your data center and campus which are using different
networking vendors you can use a third-party tool to automate some basic tasks.

Challenges:
•

Staying synchronized with vendor enhancements: multi-vendor implementations have always
been challenged to keep their “adaptors” synched with multiple vendors. Every vendor is
continuously enhancing their underlying operating system functionality and the third-party
automation platform development team is outside the four walls; it’s separate from the development teams of all of the vendors it supports. Thus, the third-party systems always get out of sync —
if there is a feature that is desired but is not yet automated, the NetOps team will have to go into the
CLI or build a script themselves to take advantage of the new feature.

•

Least common denominator: this is related to the synchronization issues above. In a multi-vendor
environment, if a NetOps team is automating the deployment of a particular network service, then
the external automation solution will only be able to deploy the service with features that are available across all of the vendor operating systems involved in the network — in other words, the least
common denominator.

•

Poor vendor support for APIs: because many legacy networking vendors have been around for
decades, their solutions do not always offer the most robust set of APIs for programmability. This
means that the external automation solution may have to revert to CLI programming or other cruder
approaches.

Vendor-Based External Management and Automation
Vendor-oriented external automation solutions such as Cisco Prime Aruba Fabric Composer and Dell
Smart Fabric Services are typically going to outperform a third-party solution when it comes to a single
vendor environment. Their development teams work more closely together and can leverage internal
engineering documents and communication tools.
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However, even these tools can struggle to keep up and stay synchronized; they are often automating
operating systems that are decades old and do not have APIs that have equivalent functionality with
the CLI. As above, when trying to automate a BGP EVPN fabric, especially across two or more data
centers, the automation tool often cannot provide all of the features available in a single data center
fabric environment.

Software-Defined Networking (SDN) for DC Fabrics
With external automation solutions, whether third-party or vendor-based, automation as a first principle
is not built into the network operating system from the ground up. These external solutions are doing
the best they can to automate networking systems that have been built based on conventional CLI
network operations and protocol-based fabrics.
An alternate approach is to start from a clean sheet of paper and design the operating system and
associated networking elements from the beginning with automation in mind — this makes it possible
to deliver a much more innovative solution that can provide a quantum leap in automation capabilities.

© Pluribus Networks 2021

33

Chapter 4:
SDN: The Evolution of Data Center
Network Automation
Network automation can evolve from scripting based approaches
which have the potential for version control challenges and script
drift to software defined networking. SDN approaches build the
automation directly into the OS and SDN controller to ensure that
every feature is fully automated and that automation is verified with
formal release testing. This chapter reviews alternative approaches
to SDN implementations.

SDN: The Evolution of Data Center Network
Automation
There are many different definitions out there around Software Defined Networking, and in many cases,
the term “SDN” has been incorrectly applied by a number of vendors and thus has created a lot of
confusion. At Pluribus, we define SDN from a value perspective.
SDN should allow a NetOps team to create a virtualized network that offers single-touch, fabric-wide
automation where the NetOps team can declare their “intent” and the network service is deployed at
the speed of cloud across the fabric with confidence that any new service or policy is implemented
consistently across all switches. With this as a first principle, one can start from a clean sheet of paper
and design a SDN-based network automation solution that can be embedded into the network
operating system and associated SDN control plane function whether hosted in an external SDN
controller or in an SDN control plane embedded into the OS such that it runs on the switches.
This is the approach that Pluribus Networks takes, as well as Cisco Application Centric Infrastructure
(ACI). This of course begs the question — why did Cisco invest hundreds of millions of dollars in
research and development to build a new SDN-automated data center network solution when they
already had a successful portfolio of Nexus data center switches supporting the BGP EVPN
protocol-based fabric approach? Well, the Cisco team realized that if networking automation were
designed into the networking solution from the beginning, they could change the way NetOps teams
operate so they can deliver services faster, with better consistency, and with lower operational effort.
This in turn would give Cisco a highly automated solution that customers would desire and allow them
to better compete with companies that do not offer SDN automation such as Arista, Juniper, Aruba, and
Nvidia/Cumulus.
From the Cisco blog post: “Cisco ACI, What is It?”
“As software-defined networking becomes more popular and even necessary, Cisco ACI changes the way
we’ve traditionally thought about networking. Traditional networking uses an imperative model which
basically means we control what the network devices do. We give them commands and expect them to
follow them as ’written.’ ACI uses a declarative control system where we specify what we want the end
result to be and the network devices interpret it and do what they need to return that result.”
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While the ACI team got the high level goal right and made a number of good choices, they also made
some architectural and implementation choices that resulted in unnecessary cost, complexity, and
scale challenges. The recommended deployment for ACI for two or more sites is based on the Cisco
ACI 3.0, which is shown on the right-hand side of the diagram below. This Multi-Site Architecture
requires three APICs to be deployed at every site and a controller of controllers called the multi-site
orchestrator (MSO) to stitch these sites together.
Clearly, this is a lot of external components to automate the network — components that have to be
licensed on Day 0 and that impose additional costs for future features via the Cisco SIA license. These
external components unnecessarily consume space and power and also incur integration and
deployment complexity.

Cisco has had multiple releases of ACI — from “Cisco ACI Multi-Site Architecture White
Paper, January 2021”
The fundamental ACI architecture requires the leaves (top-of-rack switches) to register with the spine
using a proprietary COOP protocol and all forwarding decisions are made by the spines. Because the
intelligence is hosted in the spine layer, the architecture is closed, requiring that both leaf and spine
come from Cisco. It limits the topology to leaf/spine only and typically requires a total hardware refresh
of both leaf and spine layers to deploy ACI. Furthermore, this architecture also puts significant strain on
the spines since they need to take complex action on all aggregated packets, limiting the scalability of
the overall fabric solution

1

Council of Oracle Protocol (COOP) is used to communicate the mapping information (location and identity) to the spine

proxy. A leaf switch forwards endpoint address information to the spine switch “Oracle” using Zero Message Queue (ZMQ).
Cisco APIC Security Configuration Guide.
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At the highest level, Pluribus has taken a directionally similar approach by delivering underlay and
overlay fabric automation using an SDN control plane and a declarative model based on networking
“objects.” Similar to ACI, Pluribus Netvisor ONE and Unified Cloud Fabric use a declarative model that
is realized through a network object model. Let’s say the NetOps team declares their intent to deploy a
VLAN or dVRF of policy fabric-wide. With one or two commands on any switch in the fabric or via the
REST API, the user declares the intent to deploy VLAN 110 with “scope fabric” and the SDN control plan
ensures the VLAN 110 is deployed across every switch. This declarative model is often referred to as
“intent-based networking (IBN).

Pluribus takes a different approach to SDN automation by distributing and integrating
the SDN controller and state database into all of the leaf switches in the fabric.
However, the Pluribus implementation takes a different approach — all of the fabric intelligence resides
in the leaf layer and the system is controllerless, leveraging the processing power of the multi-core
CPUs deployed into every switch in the fabric. The result is a more scalable and lower-cost solution that
is easy to insert into brownfield environments with any topology preserving existing investment,
enabling seamless migration and providing flexibility.
Some Key Benefits:
•

The Pluribus Netvisor ONE operating system runs on cost-effective 25G/100G/400G commodity
disaggregated switching hardware instead of proprietary hardware, eliminating costly custom ASICs
and vendor lock-in.

•

The Pluribus Unified Cloud Fabric SDN control plane is integrated into the Netvisor ONE OS. The ACF
SDN control plane leverages the multi-core CPUs, DRAM, and solid-state drives that are built into
every data center switch as a distributed compute platform, eliminating the expense and complexity
of three or more external controllers at every DC site and the controller-of-controllers required for
multi-site data centers.
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•

The SDN intelligence and distributed state database are contained in the leaf switches and thus the
spines are only used for simple Layer 3 transport. This results in a solution that is much more scalable and can work with any existing third-party spines. It also allows the network architecture team
to design fabrics in topologies other than leaf/spine if required such as rings, double star, and many
others.

•

This approach also dramatically simplifies stretching across sites because VXLAN tunnels are set
up leaf-to-leaf over any Layer 3 transport. There is no complex issue around site-to-site controller
synchronization because the fabric intelligence is built into the leaf switches directly and the fabric
intelligence ensures real-time synchronization.

•

Eliminating external controllers also makes the solution optimal for distributed edge data center
sites which can be power- and space-constrained.

Pluribus SDN intelligence is contained in the leaf switches and thus the spines
are only used for simple Layer 3 transport. This results in a solution that is
much more scalable and can work with any existing third-party spines.

Effectively, this results in SDN automation that eliminates the complexity and cost of multiple external
controllers as well as the scalability issues of spine-based SDN architecture.

BGP EVPN or SDN for DC Fabrics — Which Makes the Most Sense?
This question is one that often is decided based on business objectives or sometimes philosophical
principles. From a business objectives standpoint, it is quite clear that SDN and a protocol-free
approach are dramatically easier to deploy and manage and more scalable than BGP EVPN.
However, some NetOps teams prefer BGP EVPN because it is an IETF standard. Pluribus recently
released Netvisor ONE R6.1, which enables NetOps teams to deploy and manage a fabric with BGP
EVPN if they wish. The BGP EVPN implementation is also a solution for interoperating with third-party
BGP EVPN fabrics as well as for connecting multiple Pluribus fabrics together to create larger fabrics
that can include over 1000 switches. Inside each Pluribus fabric, though, we use a highly automated
and scalable SDN control plane.
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As mentioned earlier, with the Pluribus Unified Cloud Fabric solution, the NetOps team can deploy a
network service declaratively, fabric-wide, with one or two commands. For example, using the
network object “VRF” the NetOps team can use CLI, the equivalent REST API, or the graphical UNUM
Fabric Manager to deploy a VRF L3 segment fabric-wide with two commands:

vlan-create id 101 scope fabric ports none description BLUE-L2VNI-101 auto-vxlan
subnet-create scope fabric vxlan 500101 vrf BLUE network 10.1.101.0/24 anycast-gw-ip 10.1.101.1

The Pluribus SDN control plane then takes care of deploying the necessary network objects to every
switch in the fabric and all of the underlying infrastructure such as VXLAN/VNI mapping, etc.
Furthermore, if any single switch in the fabric cannot accept the config for the network service, that
config is rolled back from all switches in the fabric until the issue is rectified on the switch in question
or that switch is evicted from the fabric. This ensures consistent deployment of a service or a security
policy across the fabric.
Ultimately, this means the NetOps team only needs to understand the declarative language of Pluribus
or how to use our UNUM GUI — they do not need to go to great lengths to deeply learn the scripting
language or the nuances of the BGP EVPN protocol implemented by vendor X. That said, while the
Pluribus solution is highly automated, it is also highly programmable, with a REST API that is also
fabric-wide and 100% equivalent to the CLI. NetOps teams that want to program the Pluribus Unified
Cloud Fabric infrastructure with traditional Linux tools can easily do so with tools such as Python,
Ansible, or the Pluribus UNUM Fabric Manager.
In the next chapter, we’ll talk about network visibility and analytics. It is obviously critical to be able to
measure performance and have the tools for rapid troubleshooting when anomalies are discovered.
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Chapter 5:
Data Center Fabric Monitoring &
Visibility: Tools and Options
Data center network visibility is critical to assure network and application performance and support security threat detection. This
chapter outlines how visibility strategies increasingly rely on flow
monitoring and streaming telemetry embedded in network devices,
and illustrates how software-defined packet brokers enable lower
cost and broader visibility than traditional approaches when out of
band monitoring is required.

Data Center Fabric Monitoring & Visibility: Tools and
Options
So far in our eGuide on data center network trends, we have focused on options and best practices for
building and automating data center (DC) fabrics. Now we turn to another critical piece: monitoring and
visibility, sometimes also referred to as “observability.”
As every network operations (NetOps) team knows, even the most elegant network architecture built
with the best hardware and software will experience faults and performance hiccups that have to be
seen to be fixed. When applications slow down or stop running, it’s often the network team that feels
the heat first. According to EMA Research, over one-third of network problems are reported by users
before NetOps is aware of them.
Keeping users happy requires detecting faults before they cause problems, diagnosing them quickly,
and minimizing the mean-time-to-repair. And when users mistakenly blame the network for problems,
NetOps teams need to establish quickly that the problem is not actually in the network. Network
engineers sometimes jokingly refer to this goal as minimizing the “mean-time-to-innocence.”
All joking aside, a good monitoring and visibility framework should not just be focused on network
availability and performance to ensure the innocence of the NetOps team. It should also support
applications teams and the security operations (SecOps) team in identifying and eliminating
application performance problems and security threats.

Polling vs. Streaming
Network management systems historically relied on simple network management protocol (SNMP)
polling to gather data on network device state and traffic parameters such as port and link utilization.
In larger networks with lots of devices, this approach can create a lot of challenges. Polling devices too
frequently can create processor overload in the devices and bandwidth bottlenecks — both of which
can impact production traffic. Polling less frequently leads to polling gaps and delays in recognizing
faults or performance problems, as can SNMP packet loss.
For these reasons, many organizations are moving toward more reliance on push-based network
telemetry models in which devices send important data without waiting to be polled. They employ
highly efficient protocols and structured data models that align better with machine-to-machine big
data collection and analytics approaches. When the data updates are scheduled on regular intervals,
this is often called “streaming telemetry.”
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Even the IETF, the home of SNMP, has embraced the benefits of moving to network telemetry, but much
of the industry momentum is led by hyperscale cloud operators and affiliated groups such as
OpenConfig.

(source: Google/OpenConfig at NANOG71)

A few of these hyperscalers have been pushing hard to move to exclusive use of streaming telemetry,
and in 2018 Google even declared provocatively that “SNMP is dead.” However, the reality for most
organizations is that SNMP will continue to live on for a variety of reasons, especially to monitor device
health and utilization, but telemetry data will play an increasingly important role in their visibility
frameworks, especially for traffic flow data.

Traffic Flow Visibility: Embedded Monitoring vs. Out-of-Band
Networks
The broad adoption of application virtualization and multi-tiered applications means applications are
no longer tied to specific devices or locations in the network. Understanding where applications live and
how they are communicating becomes harder still as private clouds become more distributed across
multiple data center and edge sites with high-availability, active-active architectures, and as
applications migrate between sites or run in multiple sites simultaneously. As a result, effective
visibility to support application performance and security assurance requires seeing much more
than just the state and utilization of network devices and links. It requires visibility into traffic flows.
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A traffic flow is simply a set of packet transmissions between an entry point and an exit point in a
network, typically between two IP addresses. The figure below shows a flow between two physical
computing devices, but the flow endpoints may also be virtual machines, containerized applications,
storage devices, or other devices. Flows can be further categorized by TCP source and destination
ports and protocol.

Embedded Flow Monitoring
Network devices have historically offered TCP/IP flow-monitoring capabilities, such as Cisco’s
proprietary NetFlow (now standardized as IPFIX), and sFlow. Due to device CPU limitations, typically
only a small percentage of flows could be monitored, and in some cases, only a small percentage of
packets from each flow could be sampled — especially on higher-speed ports.
More comprehensive embedded flow monitoring required very high-end routers with custom ASICs
and high-powered CPUs on every line card, which few network operators could justify the cost of. As
a result, many NetOps teams found that embedded flow monitoring offered limited visibility, making it
extremely difficult to understand what applications were using the network and to troubleshoot
application issues when they arose.
These trade-offs in embedded flow monitoring are starting to disappear based on the increasing
power of merchant silicon switching ASICs from Broadcom and others as well as the availability of
higher-powered CPUs on even the most cost-effective disaggregated white box switching and routing
platforms. The Pluribus Netvisor ONE OS combines these hardware advances with a unique embedded
telemetry approach that monitors 100% of TCP connections and UDP flows (UDP available in Netvisor
R7.0) across the entire network fabric at full line rate (i.e. with no performance degradation).
That data can be used by analytics systems such as Pluribus Insight Analytics to track every flow from
every device or virtualized workload. It can support use cases from network troubleshooting to
application performance assurance and security threat isolation.
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Out-of-Band Monitoring Networks
As application and security visibility demands have increased, some NetOps and SecOps teams have
deployed sophisticated packet processing and analysis tools. These tools ingest “out-of-band” traffic
flows replicated from the production network. The traffic flows are derived from either a passive traffic
Test Access Point (TAP) or from a production network switch that replicates traffic to a special port for
monitoring — a technique known as port mirroring or switch port analyzer (SPAN).
As the number of tools increased for different use cases and the number of production network
monitoring locations increased to reduce visibility gaps, new problems arose: how to ensure any traffic
flow from any part of the production network can reach any monitoring device or tool, and how to
maximize the utilization of these tools ... some of which can be extremely expensive.
Enter the Network Packet Broker (NPB), a specialized type of network devoted to routing and processing out-of-band traffic flows from TAP/SPAN/Mirror sources to monitoring tools (see figure below). At
its simplest, an NPB may be just a single switching device, but as networks and tool farms grow, the
NPB needs to scale to incorporate more ports and more NPB devices, much like a production network.

Many NPBs have been built using special-purpose hardware that can provide high levels of
sophisticated packet processing and deep packet inspection. Unfortunately, these high-end NPBs can
be costly and complex to deploy and scale as needs change. As a result, they tend to be used only in
selected network locations, or not at all. While many enterprises would like the increased visibility that
an NPB can provide, only 46% of enterprises are actually using them today according to EMA Research.
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Some of these cost and scalability challenges are being addressed by rethinking the NPB architecture
and creating a “software-defined packet broker” (SDPB). SDPBs, such as the Pluribus NPB solution, are
built on a foundation of disaggregated network switching, using open networking hardware based on
commodity-switching silicon and disaggregated network operating system (NOS) software. SDPBs can
lower costs and increase scalability, enabling wider deployment for increased visibility and
observability.
Some customers may adopt a hybrid approach: using SDPBs to ensure broad coverage and visibility by
aggregating traffic flows from every site of a highly distributed data center network. At the same time,
they’ll employ a limited number of higher-cost NPB nodes for specialized packet pre-processing and
deep inspection at a centralized “tool farm.”

Summary of Flow Monitoring Options
As the above discussion illustrates, there is no one-size-fits-all approach for flow monitoring and traffic
visibility in a data center fabric, but the available options are improving. The limitations of traditional
embedded flow monitoring and the high costs of traditional NPBs are being overcome with newer
approaches. Table 1 summarizes some of the key options and trade-offs to consider.
For some network operators, the best answer may be advanced embedded flow monitoring and
analytics that can provide complete traffic flow visibility without requiring the extra cost of an NPB. For
those who do need to complement embedded monitoring with NPB functionality, an SDPB may offer
the best option for controlling costs and maximizing visibility.
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Achieving pervasive visibility across distributed, multi-site private cloud data center fabrics is becoming
increasingly important for NetOps and SecOps teams. Fortunately, with the right network monitoring
technologies, this goal is also increasingly achievable and affordable.
Advanced embedded flow monitoring and telemetry can be built into the data center fabric to achieve
100% flow visibility across every data center and edge site as well as every application. It can enable
sophisticated analytics for use cases from network and application performance monitoring to security
threat detection and isolation. If needed, out-of-band monitoring can be added to complement
embedded monitoring using software-defined packet brokers for scalable and cost-effective traffic
aggregation from every site using centralized filtering and analysis tools.
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Chapter 6:
Network Segmentation for
Security and Multi-Tenancy
Securing North-South and East-West traffic inside the data center is
critical as threats are growing in scope and boldness. This chapter
discusses how network segmentation and microsegmentation use
high-level centrally defined policy constructs with distributed enforcement to control the flow of traffic between network segments
based on granular security rules.

Network Segmentation for Security and Multi-Tenancy
We can’t talk about data center networking automation without addressing the topic of security.
Firewalls sit at the perimeter of the data center network and can protect against north-south traffic
entering the data center fabric, but they do not address east-west traffic and threats moving laterally
once inside the network.
For example, sophisticated malware can hide within encrypted data and be missed by conventional
firewalls — once inside, it can create significant damage. The Internet of Things (IoT) is one example
of an application with many new endpoints generating traffic and a potentially immature security
model that results in a new, large attack surface. There are already examples of successful attacks
through IoT devices, such as an attack on a casino via a WiFi-connected fish tank temperature sensor,
as well as a massive retail attack via a WiFi-connected HVAC system.
Consequently, the industry has moved toward leveraging virtual routing and forwarding instances
(VRFs) and Bridge Domains running across VXLAN-based overlays to segment the network and isolate
traffic. You will often hear terms such as network segmentation and micro-segmentation — both focus
on using high-level policy constructs to control the flow of traffic between network segments or
application components based on granular security rules.
VRFs are one key tool in the toolbox and can be deployed in a traditional underlay or on top of a
VXLAN-based overlay. If deployed in the underlay, it is necessary to configure multiple VRFs per
switch on multiple switches across the data center or campus — a nightmare of complexity that is very
prone to human error. In addition, because of the heavy protocol exchange in a typical VRF
implementation, traditional solutions run into VRF scale challenges.
Similarly, setting up a VXLAN fabric using, for example, BGP-EVPN requires N x tens of steps per switch,
and then adding VRFs on top of that adds another N x tens of steps per switch. Furthermore, the heavy
BGP EVPN protocol also imposes scale limits — for example, many BGP EVPN-only solutions are
limited to supporting 256 VRFs.
On the other hand, Pluribus’ open SDN approach with the Unified Cloud Fabric™ sets up a mesh of
VXLAN tunnels automatically. Once deployed, VRFs can be programmed to run across the fabric on
every switch within a VXLAN segment with one or two atomic commands. In addition, Pluribus’ VRF
scale is limited only by hardware (e.g. 4,000 VRFs on Broadcom-Trident-3-based platforms) because
the Unified Cloud Fabric’s SDN approach does require the CPU-taxing protocol exchange typically
required by VRFs.
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Ultimately, this simple-to-deploy and highly scalable network segmentation approach significantly
reduces system attack surfaces so that endpoints only see the resources and services necessary to
perform their tasks, limiting accessibility and mitigating risk. With the programmability and ease of use
of the Unified Cloud Fabric, network or security team members can quickly add VXLAN segments and
VRFs to control traffic flowing across the fabric without having to reconfigure the underlying physical
network infrastructure.

Efficient Service Insertion
This segmentation also allows the more efficient use of firewalls, intrusion detection systems (IDS),
intrusion prevention systems (IPS), and other physical or virtual security devices. Instead of deploying
many of these devices throughout the network, they can be centralized for easy management, while
also allowing the pooling and sharing of these typically expensive resources. Furthermore, traffic can be
steered to specific resources — such as a separate IoT analytics system or to external cloud services
for processing — with confidence that it is separated from higher-value traffic.

Multi-Tenancy
Network segmentation is not just for enterprise use, but also for service providers delivering services to
multiple tenants. Combining network service constructs (such as distributed VRFs at Layer 3 or bridge
domains at Layer 2) as logical functions that are instantiated completely in software in the overlay and
riding on top of VXLAN transport provides the ability to segment by tenant and then further segment
the network underneath each tenant. Policies can be applied fabric-wide per tenant, allowing certain
subnets to route to each other and to express membership in certain groups with robust security — for
a particular network service for service chaining, for example.
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For service providers who want to let their tenants manage their own infrastructure “slice,” they can
leverage a Pluribus construct called vNETs (virtual networks) that slice the fabric across the data,
control, and management planes. This deep slicing allows each tenant, if desired, to use its own
automation tools to control its slice fabric-wide. For example, if you are a regional cloud service
provider that deployed ACF across five data centers, you could define a slice for one customer with a
set of physical or virtual ports at three of those five data centers, and that tenant could configure their
slice as they see fit.

Service Chaining Across Segments
Virtual Service Groups (vSG) are a new feature released in R6.0 — they allow a simple way to define
policies for connecting specific subnets across tenants while keeping the rest of the tenant network
isolated for unicast virtual routing & forwarding (VRF). A VRF is a logical routing table specific to each
tenant, which is normally isolated from the routing table of other tenants. The vSG feature process is
also known as “prefix-leaking” or “route-leaking.” vSG is an extremely powerful feature that can be used
for service chaining or allowing partner tenants in a multi-tenant environment to securely connect to
one another.
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SDN and overlay fabrics create an abstraction from the underlying physical infrastructure and deploy
centralized policy management with global significance but with distributed/local enforcement. This
approach makes network segmentation and micro-segmentation operationally simple and thus an
essential tool to improve the security posture of enterprises and service providers.
Switch-based SDN fabric implementations are a very cost-effective way to provide business-wide
network segmentation while also bringing additional networking benefits including integrated network
and application visibility, resource pooling, and, as aforementioned, SDN automation for all network
tasks.
Finally, a controllerless SDN solution used for segmentation provides the most cost-effective approach
by eliminating costly controllers required at every location and by easily spanning multiple data center
and campus locations.

© Pluribus Networks 2021

51

Chapter 7:
Enterprise Use Case:
Active-Active Data Centers for
Private Cloud
Enterprise IT teams desire to transform on-prem and colo-based
data center infrastructure to active-active architectures. This
chapter reviews an approach that leverages an overlay network to
stretch layer 2 and layer 3 services across sites using VXLAN over
IP which supports availability zones and enables a recovery time
objective in minutes.

Enterprise Use Case: Active-Active Data Centers for
Private Cloud
In earlier chapters in this eGuide, we covered data center architecture trends, network virtualization and
overlays, traditional network automation, advanced SDN automation, and data center fabric visibility.
The objective of this chapter is to discuss how these tools and technologies are pulled together to
deliver an agile and resilient data center network infrastructure for enterprise private cloud
deployments.

Private Cloud Is the Dominant Cloud
Digital transformation of the enterprise has been underway for the last decade and has only
accelerated during the pandemic. Research completed in May 2021 reveals some surprising data given
the conventional wisdom around the rapid shift to public cloud: only 25% of enterprise workloads will
move to the public cloud in the next two years, with approximately 75% staying on-premise or in a
privately hosted cloud. Of these non-public cloud workloads, approximately 50% will stay on-premise
(on-prem), which is defined either as a data center that is owned by an operator, an enterprise, or
service provider, or where compute and storage are deployed in a colocation facility.
Both enterprise and service providers alike want their on-prem data centers to act like the public cloud.
As such, they want to be able to spin up workloads and deploy network services with the same ease
of the public cloud, move workloads around to improve performance or to better utilize resources,
and, with increasing importance, to have the same concept of availability zones to ensure application
availability. In this chapter, however, we’ll focus on the enterprise — and in particular, active-active data
center architectures to support workload mobility and availability zones for private cloud.

Why Active-Active?
The recent EMA Research State of DC Network Annual Report 2021 (warning: form fill required) that
surveyed more than 260 enterprises in NA and EMEA found that over 80% of IT teams intend to move
to an active-active data center architecture in the next two years. With customers interacting digitally
with enterprises, applications and data have become the lifeblood of most companies. Outages can be
very costly, as shown in the results from the Uptime Institute survey below.
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Many enterprises now classify their applications into different levels of criticality to determine which
can tolerate a certain amount of downtime. They also break applications down based on the related
recovery time objectives (RTO — how much time does it take to be back up and running) and recovery
point objectives (RPO — how much data can I lose). More and more applications are being moved into
the mission-critical or mission-imperative category, and thus there’s an increased drive for active-active
or active-hot standby data centers.
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Generally, active-active data centers leverage multi-site data center architectures and replicate data
between sites synchronously; active-hot standby data centers replicate data between sites synchronously or near-synchronously. In an active-active scenario, workloads can be running in either data
center and demand is load-balanced across those two data centers. Should one of the data centers fail,
all workloads are pointed toward the remaining data center. These active-active data centers are often
in close proximity and in the same metro. As a result, and assuming it can be budgeted, a third disaster
recovery site is often deployed outside of the “blast zone” of a natural or man-made catastrophe.
One of the drawbacks often cited for active-active architectures is that it requires twice the resources
at both sites for any mission-critical applications — if one data center fails, the architecture needs to
ensure there is enough capacity in the remaining site. However, many believe this cost now pales in
comparison to revenue loss and reputational damage following a major outage.
The active-hot standby approach can often be more cost-effective because the hot standby can serve
as a disaster recovery site that can be rapidly activated. All apps run in the primary site, but backup
apps are ready to go with recently synchronized data in the hot standby site. If a failure occurs at the
primary site, a simple IP address of the advertising firewall for the backup site is all that’s required to
point all workloads to the hot standby site.
Both of these scenarios can be contrasted with traditional disaster recovery or DRaaS approaches that
will typically take hours, if not days, to get applications up and running. Thus the drive for more resilient
data center architectures that mimic the availability zones found in public clouds.
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Virtualized Network Overlay Fabrics Help a Lot
The aforementioned EMA Research State of DC Network Annual Report also found that the top
impediments to moving to an active-active DC architecture are network architecture complexity and
network operations complexity. A well-designed virtualized network overlay can knock down these
network challenges.
The virtualized overlay fabric enables the stretching of Layer 2 (and Layer 3) services across data
centers to support storage protocols like vSAN that prefer Layer 2 adjacencies. It also supports workload mobility/vMotion without the need to change the workload default gateway IP address so it can
move from one data center to another without any service disruption or IP readdressing.
The overlay delivers the benefits of Layer 2 services, but over a segmented and scalable Layer 3
underlay — eliminating the issues of directly connecting two or more data centers with a Layer 2 underlay and the associated challenges of spanning tree loops and larger failure domains. You can learn
some more about this by watching the on-demand webinar: Data Center Architectures for Amazing
Application Availability (warning: form fill required).

Supporting Private Cloud
Networking is really hard. It’s the third leg of the triad of the data center, but it has struggled to be
virtualized and automated because it’s so complicated. Unfortunately, legacy incumbent vendors have
maintained a stronghold in the industry — it remains in their best interests to keep networking
complicated.
Knocking down the networking problem with a virtualized overlay automated via SDN is a viable
approach to achieving an active-active center that supports workload mobility and full failover in
seconds or, at most, a few minutes.

EMA Research found that over 80% of enterprise IT teams intend to move to
an active-active data center architecture in the next two years, up from 35%.
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Chapter 8:
Service Provider Use Case:
Distributed Cloud for Edge
Compute
This chapter discusses using a controllerless SDN-automated underlay and overlay fabric as a networking approach for highly distributed edge data centers that are often deployed in constrained
environments like central offices or even lights-out facilities such as
modular data centers with no on-site operations staff.

Service Provider Use Case: Distributed Cloud for Edge
Compute
It is clear that there is momentum in the industry to move from a highly centralized data center model
to a more distributed data center architecture. This is the case for enterprises, but it is even more
pronounced for service providers including telcos, mobile network operators, cable operators, cloud
providers, and numerous other SPs.
Over the past few decades, these service providers have built out centralized data centers to support
both their back-office operations as well as to support service delivery — for example, data centers
delivering 3G and 4G services to mobile customers. The advantage of centralized data centers is that
scale delivers cost-effective operations and enables the collocation of technical operations teams with
the infrastructure.
However, new applications are emerging that require a more distributed cloud architecture. These
applications often include artificial intelligence (AI), machine learning (ML), and the internet of things
(IoT), to name a few, but there are many other examples too. These applications have various
requirements driving distribution such as improved user experience, lower latency for real-time
cloud processing, reducing bandwidth costs, data sovereignty, and so on. These new application
requirements demand that compute resources be deployed at the service provider network edge —
which could be in a colocation facility, in the central office, at the bottom of a 5G cell tower, or even
all the way out on the factory floor or on the wind farm.

5G is another important technology that requires distributed compute to support virtual network functions (VNFs) and containerized network functions (CNFs) such as vEPCs. 5G will drive the deployment
of edge compute, but the other applications mentioned above also drive the need for it. In other words,
edge compute is not dependent on pervasive 5G deployment, but 5G is dependent on the pervasive
deployment of edge compute.
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How Does a Network Fabric Play a Role?
Whereas centralized data centers have cost advantages due to their scale and colocated technical
resources, edge locations are highly distributed and are often deployed in challenging environments like
central offices or lights-out facilities such as modular data centers with no on-site operations staff.

The diagram above highlights that leaf and spine data centers are deployed in each location and that,
depending on the size of the deployment, there will be some number of data center network switches
that need to be managed and configured to deploy new services like VLANs, VRFs and security policies.
If the service provider’s NetOps leadership does not want a technician driving around from site to site
configuring switches one by one or even sitting in a central location configuring switches one by one,
a comprehensive network automation solution that is designed for these constrained environments is
critical.
SDN automation paired with network virtualization is the ideal approach — however, traditional SDN
solutions require multiple external controllers running on top of multiple servers at every edge location
and typically require controllers of controllers as well to stitch multiple sites together. All of this per-site
management infrastructure overhead is fine in a large central data center, but becomes more and more
problematic as these sites get smaller and smaller.
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The optimal approach in this edge scenario is a distributed, controllerless SDN solution based on the
principles of open networking and disaggregation that is designed from the ground up to automate the
leaf and spine underlay fabric and the virtualized overlay fabric at each site. Such a solution would not
have the cost, space, or power burden of external controllers and should be designed so that it can be
inserted into a brownfield network and work with any underlying transport such as dark fiber, Layer 3 IP
connectivity, or MPLS.
The fabric architecture should also be designed so that it can stretch seamlessly across multiple sites
regardless of geographic distance. The solution must have topological flexibility to logically group edge
sites into one fabric or to implement non leaf-spine topologies if required. It should also allow for
multiple fabrics that can be managed independently but share network services across the fabrics.

The optimal approach for constrained edge data center sites is a distributed,
controllerless SDN solution that does not have the cost, space, or power
burden of external SDN controllers

Additionally, the SDN solution should be integrated with orchestration solutions like OpenStack or
Kubernetes distributions such as OpenShift from Red Hat. When stretching across sites, the network
overlay should allow the orchestrators to be stretched as well, further reducing the need to have
dedicated orchestration servers at each site.
The fabric solution should also have full REST API equivalence with the CLI to provide simple
programming of the network and orchestration of compute, storage, and networking. In an ideal
scenario, a REST API call is only made to one switch and the SDN fabric would ensure the config
change is populated to all switches in the fabric, reducing the communications and processing load
on orchestrators and OSS systems.
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In an SP environment, robust support of multi-tenancy and support for rich L3 and L2 services
including bridge domains, Q-in-Q and MEF services such as E-LINE, E-LAN and E-TREE is important.
Network segmentation/slicing is also essential to provide security for tenants as well as isolation and
resource prioritization for various applications. It is also important to support the ability for
service-chaining between network segments and across tenants as necessary for composing
complex services or supporting tenant partnerships.
Finally, granular telemetry that can track every endpoint connected to the fabric and every flow across
the fabric is critical to managing, monitoring, and troubleshooting the network.
The Pluribus Netvisor ONE OS is based on open source software such as Linux Foundation Ubuntu and
Free Range Routing and supports a disaggregated networking model by partnering with bare metal
hardware vendors such as Dell, Edgecore, Celestica, ITRenew, and others. The OS supports a multitude
of high-performance DC network switches including those that are NEBS-compliant and designed
specifically for Telco and Mobile Network Operator edge environments.
The Pluribus Networks distributed, controllerless Unified Cloud Fabric SDN software is built into the
Netvisor ONE OS and automates the underlay and overlay without the need for external controllers —
saving cost, power, space, and complexity. It is designed such that the SDN intelligence is in the leaf
switches, and by using open standard protocols, it works with any existing spine or WAN infrastructure
for seamless brownfield insertion. It is also designed to easily stretch across multiple edge sites and
support robust multi-tenancy, network slicing/segmentation, service-chaining, as well as rich per-flow
telemetry.
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Conclusion

Conclusion
Enterprise and Service provider IT, DC, and Cloud teams must evolve their on-prem DCs to support a
cloud operating model and deliver the same agility and availability that their internal and external
customers receive from the public cloud. It is clear from research that the biggest impediment to
achieving this is the data center network, both inside the data center and across multiple data centers.
Thus, the majority of IT teams plan to solve this network problem by transforming their DC networks
with a fabric architecture, network automation, and network virtualization.
This eGuide focused on reviewing different approaches and technologies that can be used to achieve
these goals, covering the following:
•

Data center architecture trends

•

Network virtualization and overlays

•

Traditional network automation

•

Advanced SDN automation

•

Telemetry and performance monitoring

•

Enterprise use-case of active-active DCs for private cloud

•

Service provider use-case of edge compute and distributed cloud

The guide surveyed alternative technologies and approaches that data center operators might consider
to address their networking challenges, including a summary of the Pluribus Networks’ approach.
Pluribus Networks delivers highly scalable, automated, and cost-efficient data center network solutions
based on the principles of disaggregation, network virtualization, and controllerless SDN automation.
The Linux-based Netvisor® ONE operating system and the Unified Cloud Fabric™ controllerless SDN
software have been purpose-built to deliver radically automated networking along with superior
economics. They do this by leveraging white box switches from Celestica, Dell Technologies, Edgecore,
and Champion ONE as well as Pluribus’ own Freedom™ Series of switches.
The Unified Cloud Fabric controllerless SDN architecture is optimized to deliver a modern network
fabric across data center sites with rich services, automated operations, intrinsic security, and no
single point of failure. Pluribus is deployed by more than 350 customers, including more than 100 tierone mobile network operators, in mission-critical networks around the globe.
Visit Pluribus Networks to learn more.
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